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Title: 

Algorithms and hardware architectures for data intensive applications in 
machine learning, statistical inference and pattern recognition  

Tutorial area: 

The tutorial is multidisciplinary covers areas of signal processing, multimedia 
systems and applications. 

Tutorial Abstract: 

The aim of the course to investigate parallel algorithms and hardware 
architectures for data-intensive applications from domains that include 
machine learning, numerical analysis and statistical inferences, time series 
analysis, and pattern recognition and classification and secure data processing.  

The emphasis in the course is on the exploration of the alternative computing 
paradigms that are needed to achieve realtime performance.  

Keywords: 

Machine learning, data intensive applications, parallel processing, GPU,  

Format: 

Half-Day, but can be delivered as Full-day is there is request. 

Full Description of the Tutorial: 

This is a proposal for –half day or full-day tutorial. This tutorial proposal is on 
the development and implementation of algorithms systems and hardware 
architectures for data intensive applications such machine learning, data 
classification and density estimation. 

The application in big data has transformed traditional domain in machine 
learning, data mining data analytics and bio-informatics.  In the last decade, we 
have seen an increased development and use of data mining in specific 



domains, including robotics, bio-informatics, multimedia, text, and web data 
analytics. Data mining for certain systems, such as surveillance, requires 
techniques to mine data without compromising sensitive information. Due to 
the interdisciplinary nature, a shift towards automated use of data mining in 
practical systems is becoming very common. Data mining techniques have been 
used in many domains to solve classification, clustering, association, diagnosis, 
and prediction problems.  

These application need to continuously process a relatively large unbounded 
set of data, realtime, significantly affecting the speed performance.  The 
realtime performance demands advances in both algorithms as well as digital 
implementation platforms.  In addition to algorithmic development, 
computational acceleration using special purpose hardware is imperative to 
enhance the speed performance of these applications.  

The aim of the course to investigate parallel algorithms and hardware 
architectures for data-intensive applications from domains that include 
machine learning, numerical analysis and statistical inferences, support vector 
machine, time series analysis, and pattern recognition and classification and 
secure data processing.  

The emphasis in the course is on the exploration of the alternative computing 
paradigms that are needed to achieve realtime performance. One focus with 
significant research potential is approximate computing – a technique for 
exploiting inherent application tolerance for inaccuracy for significant 
performance improvements. The hardware architectures that will be explored 
in this course gain their high performance by processing data in an 
approximate manner to produce reasonable-quality outputs.  

The specific topics are use of OpenCl for parallel programming, FBGA based 
machine learning architectures, hardware architectures for kernel estimators, 
architectures for data classifiers and discriminators, bitonic sorting machines, 
hardware design of Gamma and Beta functions, Architectures for maximum 
likelihood estimators and maximum a-posteriori estimators, clustering 
techniques, tradeoff between approximation, accuracy, performance and energy. 

This tutorial is primarily designed to serve the needs of those who require to 
do high performance real-time algorithm development for their multimedia 
applications where tremendous amounts of data being processed. Examples 
are video and audio coding and manipulation, visual signal processing, real-
time pattern recognition, radar signal processing, consumer game physics, 



genetics, cryptography, machine intelligence, support vector machine and 
virtual reality products. 

The tutorial will include multiple worked example application scenarios from 
real-time embedded computing to support different kinds of advanced 
machine-learning algorithms, which require extensive computations. Examples 
include accelerators for machine learning, pattern recognition. The tutorial also 
presents systems where fast learning is critical for rapid model update and in-
time decision making.   

The techniques covered in the tutorials provide a potentially powerful way to 
develop data-driven machine learning processors, supporting both learning and 
classification phases with the generalized data filtering and density estimation 
kernels. The ability of high dimensional data processing with configurable 
queries further enhances the speed and energy efficiency for big data analysis.  

Topics to be covered: 

For a half day (3-hour) tutorial the essentials and techniques for algorithm 
development for the high performance realtime data analytics. The following 
topics will be covered in adequate depth. 

 The basic components of techniques for data analytics (15 minutes) 
 From algorithms to hardware (30 minutes)  
 Building blocks of machine learning algorithms; maximum likelihood 

estimator (MLE),  maximum a- a-priori estimator (MAP), Gamma and Beta 
functions, Approximation in log domain) (20 minutes) 

 Kernel method for density estimation (20 minutes)   
 Binary sequential partitioning for high dimensional density estimation 

(30 minutes)   
 On-line processing (40 minutes)     
 Techniques for data classification in high dimensions using parallel 

processing on GPU (10 minutes) 
 Data reduction and approximation for machine learning (10 minutes) 
 
For a full day (3+3-hour) tutorial, additionally, the following case studies will 
be covered in depth. 
 Pattern recognition using GPUs (45 minutes) 
 Deep learning on the GPUs (45 minutes)   
 Data structures for  high dimensional big data streams (45 minutes) 



 Advanced techniques for hierarchical partitioning (45 minutes)  

Learning Objectives: 

 Understand the origin of realtime machine learning algorithms. 

 Understand the design techniques for realtime software and hardware 
implementation of machine learning algorithms. 

 Understand what machine learning algorithms are or are not suitable for 
parallel processing on the GPUs. 

 Apply parallel algorithm development strategies that make sense. 

 Learn how to develop efficient data structures for density estimation. 

Target audience and prerequisite knowledge of audience: 

This tutorial is mainly for those who are interested in the development of 
machine algorithm and its hardware implementation for use on the modern 
hardware architectures, with multiple-core CPU many-core GPUs and FPGAs. It 
is expected that participants is familiar processing concepts for machine 
learning and data mining algorithms applications. 

The tutorial is suited to both hands-on technical computing practitioners and 
technically knowledgeable decision makers interested in understanding how 
tablet, power efficient parallel computing technologies might impact the 
machine domain. 

The Presenter’s Credentials 

Saeid Nooshabadi, is a professor in multimedia signal processing in the 
Department of Electrical and Computer Engineering and Department of 
Computer Science in Michigan Technological University, Houghton MI. Prior to 
his current appointment he was with the Department of Information and 
Communications, Gwangju Institute of Science and Technology, Republic of 
Korea (2007 to 2010). Earlier he was with the School of Electrical Engineering 
and Telecommunications, University of New South Wales, Sydney, Australia 
(2000 to 2007). He has extensive research and teaching experience and interests 
in the area of parallel-algorithms for multimedia systems, parallel- 
programming for embedded systems, SoC design of multimedia systems, high 
performance and low power computing systems, application-specified 
integrated circuit design for information processing systems, and embedded 



electronic systems. He is co-author of multiple patents and more than 150 
technical journal and conference papers in all aspects of VLSI information 
processing.  

He is a coauthor on papers that received the best paper award for the 2007 
Midwest Conference on Circuits and Systems and the 1997 VLSI Design 
Conference. 

Dr. Nooshabadi has a PhD in Electrical and Computer Engineering from the 
India Institute of Technology. 

His recent publications specifically relevant to the topic of the tutorials are  

1. C. Jiang, and S. Nooshabadi, “Parallel Multiview Video Coding Exploiting 
Group of Pictures Level Parallelism”, IEEE Transactions Parallel and Distributed 
Computing, Accepted for publication September 2015. 

2. C. Jiang, and S. Nooshabadi, “ 

A Scalable Massively Parallel Motion and Disparity Estimation Scheme for 
Multiview Video Coding”, IEEE Transactions on Circuits and Systems for Video 
Technology, Accepted for publication February 2015. 

3. S. Zezza, S. Nooshabadi, and M. Martina, “A 2.63 Mbit/s VLSI 
implementation of SISO arithmetic decoders for high performance joint source 
channel codes”, IEEE Transactions on Circuits and Systems, Regular, vol. 60, no. 
4, pp. 951- 964, April 2013. 

4. L. Hu, S. Nooshabadi, and T. Mladenov, “Forward Error Correction with 
Raptor GF(2) and GF(256) Codes on GPU " IEEE Transactions on Consumer 
Electronics, vol. 59, no. 1, pp. 273-280, February 2013 

5. T. Mladenov, S. Nooshabadi, J. Montiel-Nelson, and K.Kim “Decoding of 
Raptor Codes on Embedded System”, Microprocessors and Microsystems, vol. 
36, no. 5, pp. 375-382, July 2012 

6. W. Nurmi and S. Nooshabadi, “'VLSI Hardware Implementation of 
Adaptive Space-Time Coding / Spatial Multiplexing Switching,” IET Proceedings 
On Communications, 2012, vol. 6, no. 10, pp. 1316–1325, July 2012.  

7. T. Mladenov, S. Nooshabadi, and K. Kim, “Efficient GF(256) Raptor Code 
Decoding for Multimedia Broadcast/Multicast Services and Consumer 



Terminals”, IEEE Transactions on Consumer Electronics, vol. 58, no. 2, pp. 356-
363, May 2012 

8. T. Mladenov, S. Nooshabadi,, and K. Kim, “Implementation and Evaluation 
of Raptor Codes on Embedded Systems”, IEEE Transactions on Computers, vol. 
60, no. 12, pp. 1678-1690, December 2011 

9. T. Mladenov, S. Nooshabadi,, and K. Kim, “Efficient Incremental Raptor 
Decoding over BEC for 3GPP MBMS and DVB IP-Datacast Services”, IEEE 
Transactions on Broadcasting, vol. 57, no. 2, pp. 313-318, June 2011 

10. T Mladenov, S. Nooshabadi,, and K. Kim, “MBMS Raptor Codes Design 
Trade-offs for IPTV”, IEEE Transactions on Consumer Electronics, vol. 56, no. 3, 
pp. 1264-1269, August 2010. 

11. T Mladenov, S. Nooshabadi,, and K. Kim, “Strategies for the Design of 
Raptor Decoding in Broadcast/Multicast Delivery Systems”, IEEE Transactions 
on Consumer Electronics, vol. 56, no. 2, pp. 423-428, May 2010. 

12. J. Sosa, S. Nooshabadi, and J. A. Montiel–Nelson, “A genetic algorithm 
methodology to find the maximum datapath coverage for combinational logic 
circuits”, Journal of Circuits, Systems, and Computers, vol 19. no 2, pp., 435-
450,  April 2010. 

13. C. Jiang, and S. Nooshabadi, “A Feasible VLSI Engine for SISO for Joint 
Source Channel Codes”, IEEE International Conference on Image Processing 
(ICIP-2013), September 2013, Melbourne Australia. 

14. L. Hu, S. Nooshabadi, and T. Mladenov, “Forward Error Correction with 
RaptorQ Code on GPU”, IEEE International Symposium Circuits and Systems 
(ISCAS2013), May 2013, Beijing, China. 

15. L. Hu, S. Nooshabadi, and T. Mladenov, “Implementation and Evaluation 
of Raptor Code on GPU”, The 16th IEEE International Symposium on Consumer 
Electronics (ISCE2012), June 2012, Harrisburg, PA. 

 

Previous Offering of Tutorials: 

The instructor has presented tutorials in multiple international conferences 
since early 2000. The latest, offering of tutorials have been in  



 IEEE New Symposium on Circuits and Systems (2016) 

 Asian Symposium on Quality Electronic Design (2013) 

 IEEE International Symposium on Consumer Electronics (2012) 

 Asia Pacific Conference on Circuits and Systems  (2010) 

 IEEE Midwest Symposium on Circuits and Systems (2010) 

 IEEE International Symposium on Image Processing (2009) 

 


